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ABSTRACT

Large Language Models (LLMs) are increasingly used by develop-
ers as alternatives to traditional question-and-answer platforms
for programming assistance, particularly for library recommenda-
tion and code usage guidance. Despite their widespread adoption,
the reliability of LLMs in this context remains insufficiently un-
derstood, especially given the known risks of hallucination and
security vulnerabilities in software dependencies.

In this paper, we conduct an empirical study to evaluate the
reliability and security awareness of LLM-based library recom-
mendations. We investigate two key aspects: (1) the quality of
recommended library versions and their associated usage patterns
embedded in library choices, and (2) the extent to which LLMs can
recognize and mitigate security risks using external Skills. To this
end, we design a systematic evaluation across multiple real-world
Stack Overflow scenarios involving popular Java libraries and as-
sess several mainstream LLMs. We find that while LLM outputs
are often fluent and usable, they frequently suffer from version
and code insecure recommendations. Moreover, even when explic-
itly prompted with security considerations, LLMs only partially
improve their recommendations and remain prone to unsafe or
incompatible usage suggestions. We further observe that adapt-
ing code to secure library versions remains challenging even with
explicit migration guidance, indicating limited robustness in LLM-
based software maintenance tasks. Overall, our study highlights
important limitations in the reliability and security awareness of
LLMs and underscores the need for future safeguards.

1 INTRODUCTION

Large language models (LLMs) are reshaping how developers seek
programming knowledge and assistance, increasingly replacing tra-
ditional question-and-answer (Q&A) platforms. Instead of searching
and browsing community-curated answers, developers now rely
on LLMs to obtain instant, context-aware responses and code sug-
gestions. In contrast, the usage of platforms such as Stack Overflow
has experienced an unprecedented decline [36] in recent years.

Among the various ways developers rely on LLMs, library rec-
ommendation [4, 15] constitutes as one of the most common and
practical use cases. Modern software development heavily depends
on third-party libraries. Developers rely on library recommendation
to identify appropriate libraries, select suitable versions, and obtain
correct usage examples. As developers increasingly turn to LLMs,
the reliability of their recommendations for libraries, versions, and
usage examples has become a critical concern. Unfortunately, de-
velopers blindly expect LLMs to provide concise and actionable
recommendations tailored to their specific contexts, and tend to
rely on these results with a high level of trust.

However, this growing trust in LLMs is not always justified.
Despite their impressive capabilities, LLMs are known to produce
hallucinations [28, 41, 49]. The LLMs may recommend non-existent

or incorrect library versions. Such issues are particularly concerning
in practice, as software libraries often contain known security vul-
nerabilities (e.g., CVEs) [22], and incorrect version suggestions may
expose systems to serious security risks. Beyond recommending li-
brary versions, LLM-generated code also suffers from hallucination
and quality issues, raising critical concerns about the reliability of
LLMs in supporting library recommendations.

Existing studies evaluate the reliability of LLM-generated con-
tent from diverse perspectives. For general Q&As, recent research
shows that ChatGPT answers contain incorrect and verbose in-
formation, despite the fact that users preferred ChatGPT answers
and overlooked the misinformation frequently [21]. Another study
on stack overflow posts shows that while LLMs can partially sub-
stitute for human expertise, they still fall short of outperforming
human experts in certain domains [5]. For the security aspect, recent
studies investigate the prevalence of vulnerable code by GitHub
Copilot [37], and reveals that LLMs often overlook security consid-
erations when answering programming-related queries [38]. Their
work focuses on the security of LLM-generated code. However, it
does not assess the reliability of LLMs when recommending library
versions and their associated code usage. There is also work on
using LLMs for library migration [18]. However, it does not eval-
uate their ability to adapt code usages from vulnerable to secure
library versions. As a result, there lacks a systematic study of the
reliability and security awareness of LLM-based library recommen-
dations, leaving a critical gap that is increasingly overlooked as
LLM usage grows.

In this paper, we aim to bridge this gap by conducting an empiri-
cal study on the reliability of LLMs in recommending libraries, and
their usages, as well as the security awareness embedded in the
LLMs. Our study is motivated by two practical concerns. First, LLMs
may recommend incorrect or hallucinated library versions, hinder-
ing the development process. Second, they may generate code usage
that is incompatible with the recommended version or introduces
security vulnerabilities, thereby undermining secure development.
To this end, we perform the Version Recommendation Quality
(RQ1) and Code Recommendation Quality (RQ2) to evaluate
whether LLMs, as condensed representations of vast knowledge
bases, can recognize the security implications of different library
versions and self-correct their recommendations. Furthermore, we
conduct Security-aware Skill Effectiveness (RQ3) and Security-
aware Migration Skill Effectiveness (RQ4) to observe whether
using external prompting mechanisms (Skills) can help elicit LLMs’
awareness of security considerations.

We construct a dataset from 7,887 relevant Stack Overflow posts,
covering 21 popular Java libraries, and evaluate 3 mainstream LLMs.
Our study reveals several noteworthy findings. First, LLM answers
do not necessarily imply reliable version-level decisions: under a
standard usage scenario, DeepSeek-R1, GPT-40, and Gemini-3.0-
Flash-Preview recommend vulnerable library versions in 44.50%,
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25.08%, and 38.87% of cases, respectively; adding a lightweight
security-aware Skill reduces these rates to 13.94%, 8.04%, and 2.68%.
Second, when explicitly provided with a safe library version, correct
migration remains difficult: only 3.6%, 5.4%, and 19.1% of code-
generation cases complete migration successfully for DeepSeek-R1,
GPT-40, and Gemini-3.0-Flash-Preview, respectively, while many
answers still use wrong artifacts, omit required companion depen-
dencies, or retain outdated API assumptions. Third, lightweight
migration Skill yields only partial improvements, suggesting that
safe version adaptation remains challenging. These observations
indicate that current LLMs can produce usable answers, but still
lack reliable built-in security awareness and robust safe-version
consistent migration capability for library recommendation tasks.
In summary, this paper makes the following contributions:

e We construct a dataset from 7887 Stack Overflow posts
covering 21 popular Java libraries for library version and
code recommendation.

e We evaluate the performance of LLMs in both library ver-
sion and code recommendation, revealing a substantial gap
of their practical usefulness and associated risks.

e We observe the effectiveness of lightweight security-aware
Skills for both version recommendation and code migration.

2 RELATED WORK
2.1 LLM for Recommendation

Recent advances in LLMs have enabled their application as pow-
erful recommenders. A prominent research direction focuses on
enhancing recommendation quality. Lin et al. [26] token-level col-
laborative alignment that aligns generated tokens with collabora-
tive signals to better capture fine-grained user preferences. Wang et
al. [45] investigate the problem of context bias in LLM-based recom-
menders, showing that models may focus on irrelevant words and
proposing mitigation techniques. To enhance reasoning capability,
Li et al. [23] introduce ScotRec, which incorporates social-aware
chain-of-thought reasoning into recommendation generation. Liu
et al. [30] propose LLM-ESR which enhances long-tailed sequen-
tial recommendation by leveraging the semantic understanding
of LLMs. Wei et al. [46] present LLMRec, a framework that aug-
ments LLMs with graph-structured user-item interaction data to
improve recommendation accuracy. Han et al. [13] rethink LLM-
based recommendation by proposing a personalized query-driven
parallel integration framework. To systematically evaluate LLMs
as recommenders, Jiang et al. [19] argue that evaluation should
go beyond traditional utility metrics, emphasizing aspects such as
explainability and user satisfaction. Huang et al. [17] propose a
benchmark to provide standardized evaluation settings for person-
alized recommendation scenarios.

In the software engineering domain, LLM-based recommenda-
tion has been applied to package and library recommendation tasks.
He et al. [15] introduce MigrationAdvisor, which recommends li-
brary migrations using large-scale open-source data. Liu et al. [29]
develop Legommenders, a comprehensive recommendation library
enhanced with LLM capabilities for content-based recommenda-
tion. Cui et al. [4] conduct a large-scale empirical study on recom-
mending open-source software, highlighting practical challenges

Anon.

in real-world ecosystems. However, emerging evidence also re-
veals limitations of LLM-based recommenders. Spracklen et al. [41]
demonstrate that LLMs may hallucinate non-existent software pack-
ages. Sajadi et al. [38] show that LLMs often overlook security
considerations when answering programming-related queries. Da
Silva et al. [5] and Kabir et al. [21] analyze the reliability of LLM-
generated answers compared to Stack Overflow, highlighting issues
in trustworthiness and practical usability.

2.2 LLM for Code Generation

LLMs have become a major paradigm for automated code genera-
tion. One important line of research investigates how testing can
be integrated into LLM-based code generation. Mathews et al. [31]
explore the combination of test-driven development and LLM-based
code generation to produce functionally correct implementations.
Bose [1] proposes a property-based testing framework that shifts
the focus from prompt engineering to formal behavioral properties.
Another major direction evaluates the quality and performance of
LLM-generated code. Li et al. [24, 25] conduct an empirical case
study on GitHub Copilot, and compare multiple state-of-the-art
models to provide a broader understanding of performance differ-
ences across tools. For algorithmic programming tasks, Coignion
et al. [3] analyze the performance of LLM-generated solutions on
LeetCode problems, while Zhang et al. [48] investigate stylistic
variations in generated code for the same benchmark. Beyond
general-purpose languages, Erkus et al. [9] provide a comprehen-
sive evaluation of LLMs for ArkTS code generation. Furthermore,
Joel et al. [20] survey the application of LLMs to low-resource and
domain-specific programming languages.

To support systematic assessment, Du et al. [7] introduce CodeArena,

a collective evaluation platform specifically designed for LLM-based
code generation systems. Similarly, Shah et al. [40] propose Stack-
Eval a benchmark for evaluating coding assistance capabilities
of LLMs in practical programming scenarios. Santa Molison et
al. [39] compare LLM-generated code with human-written code
in terms of maintainability and reliability, offering insights into
long-term software quality. Recent studies reveal several risks and
limitations of LLM-based code generation. Hallucination is a criti-
cal concern [28, 49]. In addition, with regard to fairness and bias,
Huang et al. [16] investigate bias testing and mitigation techniques,
while Ling et al. [27] uncover social bias embedded in generated
code outputs. Pearce et al. [37] assess the security implications of
Copilot’s code suggestions and identify vulnerabilities.

2.3 LLM for Migration

Early software migration studies primarily focus on understand-
ing migration practices and challenges through empirical analy-
sis. Teyton et al. [44] conduct one of the first systematic studies
on Java library migrations, analyzing common patterns and mo-
tivations. Kula et al. [22] further investigate whether developers
update dependencies in response to security advisories, revealing
that migration decisions are often influenced by security concerns
but remain inconsistent in practice. He et al. [14] provide a large-
scale empirical study on Java library migrations, examining their
prevalence, trends, and underlying rationales across open-source
projects. Building on these foundations, recent work explores the
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Maven dependencies conflict between selenium-fire
fox-driver and tint-runner due to guava versions.

| have a project requiring both selenium-firefox-driver and tint-runner depen

dencies. However, tint-runner has an indirect dependency on guava-19, whi
le selenium-firefox-driver depends on guava-25. This causes a conflict. | att
empted to resolve it by changing the order of dependencies in the pom.xml

User file and by adding guava-25 as a direct dependency, but these approaches

did not work. What can | do to resolve this dependency conflict?

To resolve the dependency conflict between selenium-firefox-driver and tint
-runner caused by different Guava versions, use Maven dependency mana
gement to enforce a single Guava version.
Add the following to pom.xml:
<dependencyManagement>
<dependencies>
<dependency>
<groupId>com.google.guava</groupId>
<artifactId>guava</artifactId>
<version>25.0-jre</version>
</dependency>
</dependencies>
</dependencyManagement >

If tint-runner requires another Guava version, exclude its transitive Guava d

LLM ependency and add the desired version explicitly.

Figure 1: Illustrative Example of Using an LLM to Recom-
mend the Correct Library Version for a Guava Version Con-
flict

use of LLMs to automate and improve migration tasks. Zhou et
al. [52] propose a hybrid API migration approach that combines
small API mapping models with LLMs, leveraging the strengths
of both structured mappings and generative capabilities. Islam et
al. [18] conduct an empirical study on using LLMs for library migra-
tion, demonstrating that LLMs can assist in generating migration
code but still face challenges in correctness and completeness. In
addition to general-purpose migration, domain-specific migration
scenarios have received increasing attention. Zhang et al. [47] in-
troduce Cross20H, a system designed to support the porting of
C/C++ libraries to the OpenHarmony platform. Similarly, Zhou
et al. [51] study the migration of software libraries from Type-
Script/JavaScript to ArkTS. To facilitate systematic evaluation of
LLM-based migration techniques, Cheng et al. [2] propose Code-
Menv, a benchmark specifically designed to evaluate LLMs on code
migration tasks, providing standardized datasets and evaluation
protocols for comparing different approaches.

3 EMPIRICAL STUDY

Figure 3 presents the overall process of our study. In the study setup
phase, we collect libraries and versions from repositories, gather
relevant Stack Overflow posts, perform data rephrasing and classi-
fication, and conduct result annotation and LLM-based recommen-
dation generation. Next, in the recommendation quality evaluation
phase, we evaluate both version and code recommendation quality
(RQ1 and RQ2, resp.) from perspectives including basic quality and
security-sensitive quality. Finally, in the skill effectiveness phase,
we assess the effectiveness of security-aware capabilities, including
library recommendation (RQ3) and migration skills (RQ4).

3.1 Illustration Examples

Recommending a Library Version (Figure 1). In various sce-
narios, users may rely on an LLM to recommend an appropriate
library and version to accomplish their tasks. In this scenario,
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JacksonObjectMapper setSerializationInclusion() Not Work

I'm learning Jackson binding and encountered an issue with setSerializationInclusion(Jso
ninclude.Include.NON_NULL). It doesn't always exclude null fields as expected.

I'm using jackson-databind version 2.7 4.

ObjectMapper mapper = new ObjectMapper(); Student s = new Student(); String stundet
String = mapper.writeValueAsString(s); System.out.printin(stundetString);

mapper.setSerializationInclusion(Jsoninclude.Include.NON_NULL);

s.setName(“ss”); stundetString = mapper.writeValueAsString(s); System.out.printin(stund
etString);

User

Output: {*name”:null,“age”:null,“birth”:null} {"name":"ss","age":null,"birth":null}

However, when | set setSerializationInclusion before the first serialization, it works as exp
ected: {} {"name":"ss"}

Jackson's ObjectMapper caches serializers once they are used. When you set setSeriali
zationInclusion() after some serializations, the previously cached serializer does not take
the new inclusion setting into account.

Configure ObjectMapper with the desired setting before any serialization occurs.

S
import com.fasterxml.jackson.annotation.Jsonlnclude;
import com.fasterxml.jackson.core.JsonProcessingException;
import com.fasterxml.jackson.databind.ObjectMapper;

public class JacksonExample {
public static void main(String[] args) throws JsonProcessingException {
ObjectMapper mapper = new ObjectMapper();
mapper.setSerializationInclusion(Jsoninclude.Include.NON_NULL);

Student s = new Student();
String json = mapper.writeValueAsString(s);
System.out.printin(json).

s.setName("ss");
json = mapper.writeValueAsString(s);
System.out.printin(json);
}
}

Pom dependency for reference (Jackson-databind 2.13.4.2)
<dependency><groupld>com.fasterxml.jackson.core</groupld>
<artifactld>jackson-databind</artifactld>
<version>2.13.4.2</version></dependency>

Figure 2: Illustrative Example of Using an LLM to Recom-
mend Library Usage under a Safe Jackson Databind Version

the user confronts a Maven dependency conflict caused by dif-
ferent Guava versions introduced by selenium-firefox-driver
and tint-runner [43]. An LLM might be leveraged to identify the
conflict problem and provide a concrete dependency resolution.
i.e., a recommended (groupld), (artifactId) and (version) (GAV)
of com.google.guava, guava, 25.0-jre. However, the LLM re-
sponse simply follows the Guava version 25.0-jre mentioned in
the question, which is known to be vulnerable, and thus fails to
provide a safe recommendation.

Recommending Library Usage under a Version (Figure 2).
In addition to version recommendation, users may ask an LLM
to recommend library usage under an existing dependency con-
text. In this scenario, the user uses jackson-databind version
2.7.4 and encounters unexpected behavior of ObjectMapper’s
setSerializationInclusion(JsonInclude.Include.NON_NULL)
API, where null fields are still serialized [8]. An LLM might be lever-
aged to analyze the issue and provide a concrete solution under
to a safe version. In our previous attempts, our target LLM sug-
gests a code snippet with the groupld, artifactld, and version of

com. fasterxml. jackson.core, jackson-databind, 2.13.4.2, resp.

However, the response omits required companion Jackson depen-
dencies, so the safe-version migration is still incomplete.

3.2 Research Questions
We present the following four research questions:

¢ Recommendation Quality:
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Recommendation Quality (Sec. 4 & Sec. 5) | Skill Effectiveness (Sec. 6 & Sec. 7)
RQ1: Version Usefulness Skill 1:
a H RQ3: Security-aware
Recor;:lv;e”n'gauon o Memorization Rate ] Skill Effectiveness o Security-aware Library
o Hallucination Rate Recommendation
Security sensitiveness ‘9 Skill 2:
Vulnerable Versions Rate _ - . i
RQ2: Code :II ti RQ4: Security-aware ° S‘_“:""_ty aware Library
Recommendation sgration Migration Skill Migration
Quality o Unsuccessful Migration Rate Effectiveness

Figure 3: Overview of Our Empirical Study

- Version Recommendation Quality (RQ1): How is the
quality of LLM-recommended library versions?

— Code Recommendation Quality (RQ2): How is the qual-
ity of LLM-recommended library usage based on recom-
mended library versions?

o Skill Effectiveness:

- Security-aware Skill Effectiveness (RQ3): How is the
effectiveness of LLMs in recommending library versions
using security-aware skills?

- Security-aware Migration Skill Effectiveness (RQ4):
How is the effectiveness of LLMs in mitigating insecure
library usage using security-aware migration skills?

Overall, RQ1 and RQ2 characterize the quality of LLMs’ original
recommendations while RQ3 and RQ4 further examine whether
lightweight security-aware skills can reduce insecure recommen-
dations and provide effective migration.

3.3 Dataset Construction

We focus on Java libraries, as the Java ecosystem offers a mature
dependency management infrastructure (e.g., Maven), along with an
intensive volume of real-world development and discussions. The
construction process comprises libraries and versions collection,
stack overflow post collection, data rewritten and data classification.

3.3.1 Libraries and Versions Collection. We first collect popular
Java libraries as the target libraries of our study. We obtain 65
candidate libraries from the Maven repository, where it provides
the ranking of popular artifacts [32]. We exclude artifacts outside
general Java library usage, such as Kotlin, Scala, Clojure, Renjin/R,
and Android/Kotlin extension artifacts. The final set contains 53
Java libraries, covering categories such as testing, logging, utilities,
JSON processing, web development, HTTP clients, and databases.
Formally, each Java library version is represented by its Maven
coordinate , i.e., | = (g, a,v), where g, a and v denote the groupId,
artifactlId, version, respectively. The selected library set is de-
noted as £ Based on the 53 Java libraries.

Meanwhile, we construct a vulnerable library database. We col-
lect vulnerability records from public sources, including NVD [33],
GitHub Advisory Database [10], and OSV [34] before August 2024.
We manually parse the vulnerability records by their affected ver-
sion ranges and represent each vulnerability record as (g, a, Rou1)>
where R,,; denotes the set of vulnerable version ranges. To re-
tain Java-related entries, we keep only records associated with the
Maven ecosystem, yielding 10,491 vulnerability records. We then
match these records against 53 popular Java libraries and check
whether their released versions fall within the affected version
ranges. As a result, we obtain 176 vulnerability records covering 21
target Java libraries, denoted as VD B.

Rewriting prompt template:
Task: Rewrite the Stack Overflow question, while preserving its
original technical meaning.

Input: The original question title and body.

Preservation rule:

Keep all target-library-related information verbatim,including library
names, group IDs, artifact IDs, versions, APls, code snippets,
configurations, and error messages.

Constraints:

Do not add or remove technical elements, introduce back-ground
information, or provide a solution.

Output: Return the rewritten_title and rewritten_body.

Figure 4: Prompt template for Rephrasing.

3.3.2  Post Collection. We use Stack Overflow [42] as the primary
source for collecting posts in which developers request recommen-
dations for Java libraries. We leverage the Google BigQuery Stack
Overflow dataset [12], covering posts up to December 2022. Each
Stack Overflow post with the accepted answer contains a title, ques-
tion body and the answer content. To retrieve posts related to Java
ecosystem and libraries, we search posts with accepted answers,
tagged with java and match library names in the post title or body
based on our selected 21 Java libraries.

For each post whose title or body matches a selected library
name, we obtain a library-post tuple (p, ), where p is the matched
Stack Overflow post and [ is the matched target library. This re-
trieval process yields 245,086 candidate posts. Subsequently, we
randomly sample 24,467 (10%) posts for further analysis, with a
sample confidence of 99% and confidence interval of approximately
0.78. To precisely identify library-related posts and reduce false
matches, we use DeepSeek-R1 [6] as an LLM judge [40, 50] to
identify post relevance. This step reduces the raw set from 24,467
sampled library-name-matched posts to 7,887 relevant posts.

3.3.3 Rephrasing and Classification. Rephrasing. To reduce the
possibility that LLMs reproduce memorized Stack Overflow an-
swers, we use Deepseek-R1 [6] to rephrase each post before query-
ing the models. The rephrase only changes the surface expression
of the question while preserving its semantic intent. In particu-
lar, all library-related identifiers and technical evidence, such as
library names, Maven coordinates, versions, APIs, code snippets,
configuration items, and error messages, were required to remain
unchanged. The rephrasing prompt is summarized in Figure 4.
Classification. The post classification identifies both the ques-
tion scenarios and the corresponding answer content. We used
DeepSeek-R1 [6] to categorize the rephrased posts based on the
role of the target library in each question-answer pair. The classifica-
tion labels class 1, class 2 and class 3, and the prompt is summarized
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Classification prompt template:
Task: Classify the Stack Overflow post with respect to the target library.

Input: The question, accepted answer, and target library.
Label definitions:

Class 1 The question mentions the target library, and the an-
swer provides its Maven GAV or a GAV that
transitively introduces it.

Class 2 The question already provides such a GAV, and the
answer contains target-library-related usage content.

Class 3 All other cases.

Output: Return the class and reason.

Figure 5: Prompt template for post classification.
25,000 24,467

20,000
15,000
10,000 7,887 7,887

5,000

Rewritten and
classified posts

Library-matched Relevant raw
raw posts posts

Class 1: 746 Class 2: 1,672 Class 3: 5,469

Figure 6: Distribution of collected and rephrased posts.

in Figure 5. To reduce labeling noise, we manually inspected all
retained Class 1 and Class 2 posts and a sample of Class 3 posts.

e Class 1 (Version Recommendation task for RQ1 and RQ3):
The user asks about a specific library, and the answer recom-
mends a particular groupId g, artifactId a, and version v.

e Class 2 (Code Recommendation tasks for RQ2 and RQ4):
The user asks about a specific issue involving a library identi-
fied by its groupId, artifactId, and version, and the accepted
answer provides code snippets demonstrating its usage. The
invoked APIs in these snippets are grouped as A.

e Class 3 (Others). Posts that do not satisfy Class 1 or 2 criteria.

In total, 746 posts are categorized as Class 1, 1,672 as Class 2,
and 5,469 as Class 3. Figure 6 summarizes the distribution of the
constructed dataset.

3.4 LLM Recommendation

We prompt multiple LLMs to generate answers for the research
questions. We select three representative LLMs in our study, in-
cluding DeepSeek-R1 [6], GPT-40 [35], and Gemini-3.0-Flash-
Preview [11]. These models are chosen to cover different model
families and providers, enabling a comparative analysis under a
unified evaluation setting. All models are accessed via their official
APIs with default configurations unless otherwise specified.

Recommendation quality. The prompt templates for the Class 1
and Class 2 are illustrated in Figure 7 and Figure 8, respectively.
For Class 1, the prompt requires the LLM to answer the question

Prompt Template for Version Recommendation (Class 1) :
Input:

- Matched Library: {target_lib}

- Question Title: {title}

- Question Body: {body}

Task:

Answer the Stack Overflow question and provide a working solution.
- Provide a concise and accurate answer.

- Include reproducible dependency information for the target library.
- Select a specific version and use it consistently in the answer.

Output:

{

"answer_body": "...",
"target_lib_dependency": {

"groupld": "...",
"artifactld": "...",
"version": "..."}

}

Figure 7: Prompt template for Class 1

Prompt Template for Safe-Version Code Migration (Class 2)
Input:

- Matched Library: {target_lib}

- Safe Version: {safe_version}

- Stack Overflow Question: {title}+{body}

Task:

Answer the question under the constraint of the given safe library version.
- Adapt the solution to the specified safe version.

- Provide both explanation and implementation code.

- Ensure consistency between description and code.

Output:

{
"answer_summary
"answer_body": "..."

}

TR
S ey,

Figure 8: Prompt template for Class 2

and explicitly provide a Maven dependency coordinate (groupld,
artifactld, version) for the target library. For Class 2 (Code Rec-
ommendation), the prompt provides a target safe version of the
library and asks the model to generate both an explanation and
corresponding implementation code under this version constraint.

The model is required to preserve the core solution approach
while adapting the answer to the given safe version.

Skill Effectiveness. Figure 9 provides the secure skills for the two
mitigation settings. We construct security-aware skills for RQ3 and
RQ4. Apart from security-oriented constraints, these settings use
the same input fields, output schema, and task objectives as the
recommendation-quality setting described above. For Class 1, the
skill asks the LLM to prefer stable versions without known critical or
high-severity vulnerabilities, avoid outdated or vulnerable versions
when such risks are known, and select the version with the best
security posture when multiple versions are applicable. For Class 2,
the skill asks the LLM to use the provided safe library version
when possible and keep dependency configuration and API usage
consistent with that version.
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Setting Added constraints
Version

recommendation

(1) Prefer the latest non-vulnerable version;
(2) replace outdated or vulnerable versions;
(3) choose the version with the best security posture.

Code
recommendation

(1) Use the provided safe version when possible;
(2) keep configuration and API usage consistent with it.

Figure 9: Prompt template for Security-aware skill addition

3.5 Evaluation Metrics

We define the following evaluation metrics to evaluate the four
research questions.

e Usefulness: Usefulness evaluates whether an answer is usable
for the question, including memorization, and hallucination.

— Memorization (Mem): To mitigate potential data leakage due to
memorization, we perform memorization detection as follows.
Given an original answer p;.a, we decompose it into textual
descriptions and code snippets. We compute similarities sepa-
rately: 10-gram and 15-gram Jaccard similarity for text, and
LCS similarity after code normalization for code. An answer
is considered memorized if any similarity exceeds a threshold
h. We set h = 0.4 and report the memorization rate as the
proportion of memorized answers.

— Hallucination (Hal): Hallucination evaluates the validity of
recommended Maven versions. For each recommendation,
we define an indicator variable hal, where hal = 1 if the
recommended version does not exist in the Maven repository,
and 0 otherwise; For code recommendation, we check the
existence by Maven repository of each extracted GAV from
all Maven GAVs that appear in the generated answer, a code
recommendation is regarded as hallucinated, i.e., hal = 1, if it
contains at least one extracted GAV whose version does not
exist; otherwise, hal = 0.

e Security Sensitiveness:

— Vulnerable Version Rate (VVR) evaluates whether LLMs pro-
duce safe version recommendations from its internal knowl-
edge. It is defined as the proportion of recommended versions
known to be vulnerable according to VD B. We further ana-
lyze the dominant causes, including copying explicit version
cues, wrong proactive upgrades, wrong proactive downgrades,
composite-dependency issues, and fixed library version.

e Migration Capability:

— Unsuccessful Migration Rate: For a recommendation m target-
ing library i, we define three binary indicators: safe-version
declaration adaptation (VDA), dependent-library version dec-
laration adaptation (DLVDA), and version-aware API adapta-
tion (VAA). Specifically, VDA (m, i) = 1 when recommenda-
tion code declares or uses the safe version U:af ¢ of the target

library; DLVDA(m, i) = 1 when the related companion or
transitive dependencies are updated consistently when such
updates are required; VAA(m, i) = 1 when the API usage in
the recommendation of model m is compatible with vf“f ¢
without using deprecated APIs or obsolete API usage patterns.
Based on these indicators, we define the unmigrated recom-
mendation indicator as:

UMR(m, i) = I [VDA(m, i) =0V DLVDA(m, i) = 0 V VAA(m, i) = 0],

6

Anon.

, where UR(m, i) = 1 means that recommendation m fails to
complete the safe-version migration for library i.

For RQ1, we examine Memorization and Hallucination to cap-
ture the usefulness of the LLM generated answer for recommended
library versions. For RQ2, we examine Memorization, and Hallu-
cination to capture the usefulness of LLM-generated code recom-
mendations. We further use Unsuccessful Migration Rate (UMR) to
evaluate whether the generated code recommendation correctly
completes safe-version migration. For RQ3, we adopt Memoriza-
tion, and Hallucination as evaluation indicators to examine whether
an LLM equipped with security-aware skills achieves improved
performance. For RQ4, we adopt Memorization, Hallucination, and
Unsuccessful Migration Rate (UMR) as evaluation indicators to ex-
amine whether an LLM equipped with security-aware migration
skills achieves improved safe-version code migration performance.

4 VERSION RECOMMENDATION QUALITY
(RQ1)

We evaluate the quality of LLM-recommended library versions from

two perspectives, i.e., usefulness and security sensitiveness.

Usefulness. Figure 10 shows all models achieve high basic
quality. Memorization is rare (<1%), suggesting that models do
not simply reproduce training data. Version Hallucination is rare
for DeepSeek-R1 and Gemini-3.0-Flash-Preview (0.80% and 0.13%),
while GPT-40 exhibits a higher hallucination rate of 8.00%.

Overall, these results suggest that current LLMs are generally
competent at producing relevant and basically useful answers for
Java libraries version recommendation. Therefore, the key issue in
RQ1 is not whether the models can answer the question at all, but
whether the recommended version is vulnerable.

Security-Sensitiveness. We compute the Vulnerable Version
Rate VVR,, for version recommendations. Despite strong basic per-
formance, the security quality of recommended versions is signifi-
cantly weaker. As shown in Figure 11, DeepSeek-R1 recommends
vulnerable versions most frequently, with a rate of 44.50%, followed
by Gemini-3.0-Flash-Preview at 38.87% and GPT-4o at 25.08%.

We further compute VVR,, within each category of the matched
target library to examine whether security-sensitive recommen-
dation quality varies across library ecosystems. The vulnerable-
version recommendation rate varies significantly across library
types. For DeepSeek-R1, the highest vulnerability rates are ob-
served in Database (81.97%) and Web (78.38%) libraries, followed by
JSON and Testing libraries (around 30%-35%). GPT-40 shows ele-
vated vulnerability rates in Utility (57.45%), Database (55.74%), and
Web (48.65%) libraries. Gemini-3.0-Flash-Preview exhibits a pattern
closer to DeepSeek-R1: its highest vulnerable-version rates also
appear in Web (74.32%) and Database (68.85%) libraries, while Test-
ing (19.47%), JSON (25.51%), Logging (26.36%), and Utility (27.66%)
show relatively lower rates.

These results suggest that LLMs are particularly weak in han-
dling dependency-intensive ecosystems (e.g., Spring and database
drivers), where version compatibility and transitive dependencies
are complex. In contrast, libraries with more localized usage pat-
terns, such as Testing, JSON, and Logging libraries, tend to exhibit
relatively lower vulnerability rates for some models, although the
exact pattern still varies across models.
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Figure 10: Usefulness of LLMs’ version recommendations.

Root Cause Analysis. To understand why recommend vulnera-
ble versions, we manually analyze the vulnerable recommendation
cases identified by VRR,, and assign each case a dominant cause.

As summarized in Figure 12, the most frequent cause is copying
explicit version cues from the question, which accounts for 48.5%
of DeepSeek-R1 cases, 38.0% for GPT-40, and 54.1% for Gemini-3.0-
Flash-Preview. In these cases, the recommended version directly
follows the version evidence appearing in the question, but the
copied version is vulnerable. Another significant contributor is
fixed library versions, explaining 28.9% of DeepSeek-R1 cases, 20.3%
for GPT-40, and 12.1% for Gemini-3.0-Flash-Preview. Here, the rec-
ommended version is not copied from question; instead, the model
selects a commonly observed dependency version such as JUnit 4.12,
Gson 2.8.6, and Spring 5.3.x, which is plausible in general Java Q&A
but unsafe under the vulnerability database VD 35.

Composite dependencies are also notable, occurring in 10.5%
of DeepSeek-R1, 25.1% of GPT-40, and 25.9% of Gemini-3.0-Flash-
Preview cases. These cases occur when questions involve multiple
library dependencies, and the LLM selects compatible versions for
all dependencies without verifying their security, thus recommend-
ing a vulnerable version for the evaluated target library. Finally,
proactive version adjustments, including upgrades and downgrades,
are less frequent: upgrades account for 11.4%, 14.4%, and 7.6%, while
downgrades account for 0.6%, 2.1%, and 0.3% of cases for DeepSeek-
R1, GPT-40, and Gemini-3.0-Flash-Preview, respectively. We label
these cases when the model changes the version evidence in ques-
tion and produces a different version, but the adjusted version still
vulnerable. Although these adjustments reflect attempts to resolve
version conflicts or ensure API compatibility, they still often result
in vulnerable recommendations.

Findings: (1)The evaluated models exhibit version hallucina-
tion rates from 0.13% to 8.00%, indicating that while LLMs handle
most tasks, non-negligible hallucinations may still cause inef-
ficiencies; (2) Although exposed to security disclosures, LLMs
still frequently recommend vulnerable library versions, with
rates of 44.50% for DeepSeek-R1, 38.87% for Gemini-3.0-Flash-
Preview, and 25.08% for GPT-4o, highlighting insufficient se-
curity awareness; The primary causes of vulnerable version
recommendations are copying explicit version cues (38%-54%)
and fixed library versions (12%-29%).
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Figure 11: Vulnerable version rate by library type.

DeepSeek-R1 GPT-40 Gemini-3.0-Flash-Preview

o
=)

v
=)
N
el
o

a
S
w
o
°

28.9

w
S

251 25.9

Proportion (%)

20.3

N
o

=
o

7.6

2.1
0.6 .
0 0.3

Copy from question Wrong upgrade Wrong downgrade Composite deps  Fixed lib version

Figure 12: Causes of vulnerable-version recommendations.

~ 10
§ Memorization Hallucination
c
o 8
=}
2
‘c 6.18
3 6 5.52
© 5.05
I
S
S 4
2
©
N
S 2
2 1.38 114
() 0.54
= 9
DeepSeek-R1 GPT-40 Gemini-3.0-Flash-Preview

Figure 13: Usefulness of LLMs’ code recommendations.

5 CODE RECOMMENDATION QUALITY (RQ2)

To evaluate the quality of LLM-recommended code under safe-
version migration tasks, we investigate RQ2 from two perspectives:
usefulness and migration capability.

Usefulness. We first evaluate whether the generated code rec-
ommendation is usable as an answer to the question, using Memo-
rization, and Hallucination as defined in Section 3.5. As shown in
Figure 13, Memorization remains rare across all models. DeepSeek-
R1has 1.38% (23/1672) memorized outputs, GPT-40 has 1.14% (19/1672),
and Gemini-3.0-Flash-Preview has 0.54% (9/1672). This indicates
that the generated code recommendations are unlikely to be simple
reproductions of the original Stack Overflow answers. For halluci-
nation, we compute the proportion of non-existent Maven GAVs
among all extracted GAVs. DeepSeek-R1 produces 67 non-existent
GAVs among 1327 extracted GAVs, yielding a hallucination rate
of 5.05%. GPT-40 produces 6.18% (79/1279), and Gemini-3.0-Flash-
Preview produces 5.52% (86/1559). Although code recommendation
naturally involves more dependency mentions than version recom-
mendation, over 93.8% of the extracted GAVs exist in the Maven
repository for all models. These results suggest that the generated
answers maintain high usability at the code-recommendation level.

Migration Capability. We then evaluate whether the gener-
ated recommendation completes safe-version migration. Figure 14
reports the overall UMR together with VDA, DLVDA, and VAA.

Gemini-3.0-Flash-Preview achieves the lowest UMR, with 1353/1672
(80.9%) unsuccessful migration cases. GPT-40 has a higher UMR of
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Figure 14: Migration capability of code recommendations

1582/1672 (94.6%), while DeepSeek-R1 reaches 1611/1672 (96.4%).
Although Gemini-3.0-Flash-Preview performs better than the other
two models, these results show that fully safe-version migration
remains difficult in code recommendation tasks.

We further examine the component indicators to identify where
migration failures mainly occur. For VDA, Gemini-3.0-Flash-Preview
achieves the highest safe-version declaration adaptation rate, cor-
rectly declaring the target safe GAV in 521/1672 (31.2%) gener-
ated outputs. GPT-4o reaches 164/1672 (9.8%), while DeepSeek-R1
reaches 104/1672 (6.2%). For DLVDA, Gemini-3.0-Flash-Preview
again performs best, with 480/1672 (28.7%) outputs providing com-

plete and consistent dependency declarations. GPT-40 obtains 160/1672

(9.6%), and DeepSeek-R1 obtains 109/1672 (6.5%).

For VAA, Gemini-3.0-Flash-Preview also has the highest propor-
tion of verified version-aware API adaptation, with 984/1672 (58.9%)
answers using APIs compatible with the safe version. GPT-4o fol-
lows with 875/1672 (52.3%), and DeepSeek-R1 obtains 804/1672
(48.1%). The observed API migration issue rate is similar across
models: 367/1672 (22.0%) for DeepSeek-R1, 371/1672 (22.2%) for
GPT-40, and 378/1672 (22.6%) for Gemini-3.0-Flash-Preview. Most
APl issues are partial migrations rather than complete use of out-
dated APIs. Specifically, old-new API mixing appears in 330/1672
(19.7%) DeepSeek-R1 outputs, 342/1672 (20.5%) GPT-40 outputs,
and 356/1672 (21.3%) Gemini-3.0-Flash-Preview outputs, while fully
outdated API usage appears in only 37/1672 (2.2%), 29/1672 (1.7%),
and 22/1672 (1.3%) outputs, respectively. This indicates that models
often attempt to migrate the code, but may still retain obsolete API
calls or mix old and new usage patterns in the same answer.

We further compute the type-level UMR,, ; to examine whether
safe-version migration capability varies across library ecosystems.
Figure 15 reports the UMR,,; values for each model and library
type. Across the three models, HTTP and Testing libraries are
consistently the most difficult types, all models show high UMR:
DeepSeek-R1 fails in 251/253 (99.2%) cases, GPT-40 in 251/253
(99.2%), and Gemini-3.0-Flash-Preview in 246/253 (97.2%). Testing li-
braries exhibit a similar pattern, with UMR values of 250/253 (98.8%),
251/253 (99.2%), and 243/253 (96.0%) for DeepSeek-R1, GPT-40, and
Gemini-3.0-Flash-Preview, respectively. JSON libraries are diffi-
cult across DeepSeek-R1 and GPT-40, with UMR values of 325/334
(97.3%) and 329/334 (98.5%), respectively. Gemini-3.0-Flash-Preview
performs better but still has a high failure rate of 308/334 (92.2%).
Other library types reveal clearer model-specific differences. For
Web libraries, DeepSeek-R1 has a very high UMR of 547/564 (97.0%),

Anon.
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Figure 15: Migration capability categorized by library type

whereas Gemini-3.0-Flash-Preview reduces the failure rate substan-
tially to 351/564 (62.2%). Similarly, Gemini performs relatively bet-
ter on Logging and Database libraries, with UMR values of 99/135
(73.3%) and 55/72 (76.4%), respectively, while GPT-4o still fails in
70/72 (97.2%) Database cases.

Findings: We identify the following findings: (1) All evalu-
ated models show high unsuccessful migration rates in safe-
version code recommendation, reaching 96.4% for DeepSeek-R1,
94.6% for GPT-40, and 80.9% for Gemini-3.0-Flash-Preview; (2)
Dependency-level migration is the main bottleneck: VDA and
DLVDA remain below 10.0% for DeepSeek-R1 and GPT-40, and
below 32.0% even for Gemini-3.0-Flash-Preview, whereas API-
level adaptation is relatively higher with VAA values of 48.1%-
58.9%; (3) Migration difficulty varies by library type. HTTP and
Testing libraries are consistently the hardest, with UMR above
96.0% across all models, while Web, Logging, and Database li-
braries show stronger model-specific differences.

6 SECURITY-AWARE SKILL EFFECTIVENESS
(RQ3)

We regenerate the vulnerable cases identified in RQ1 with a brief

security reminder and compare the changes in basic quality metrics

and security-sensitive metrics.

Usefulness Changes. The memorization rate remains low for
all models, staying at 0%—0.53%. The version hallucination rate also
remains low overall, ranging from 0% to 6.42% after adding skill,
indicating that most versions recommended by LLMs still exist.

Security-sensitive Quality Changes. Figure 16 reports the
changes in the Vulnerable Version Rate after security-aware skill.
We compare pre-skill VVRE%¢ with post-skill VVRSS. Overall, the
security-aware skill substantially reduces VVR,,. For DeepSeek-
R1, 104/332 previously vulnerable cases still recommend vulner-
able versions, and VVR,, decreases from VVRZ;‘“ = 44.50% to
VVR;?¢ = 13.94%. GPT-40 shows a similar pattern, with 60/187 cases
still vulnerable and VVR,, decreasing from VVR2®¢ = 25.08% to
VVR;Y¢ = 8.04%. Gemini-3.0-Flash-Preview benefits the most: only
20/290 cases remain vulnerable, reducing VVR,, from VVRf,fse =
38.87% to VVR;:¢ = 2.68%. To further compare the effect of security-
aware skill across library types, we analyze the remaining vulnera-
ble recommendations at the library-type level. Figure 17 reports the
type-level changes. The reduction ratio measures the proportion of
originally vulnerable recommendations in RQ1 that are no longer
vulnerable after security-aware skill adding.
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Figure 16: Comparison of Vulnerable Version Rate (VVR)
Before and After Security-aware Skill
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Figure 17: Vulnerable-version recommendation changes by
library type after security-aware skill.

Gemini-3.0-Flash-Preview shows the most consistent type-level
improvement. It removes all originally vulnerable recommenda-
tions for JSON, Utility, and Logging libraries, corresponding to
100.00% reductions for these types. It also substantially reduces
Database and Testing libraries, decreasing from 42 to 2 and from
37 to 1, corresponding to reductions of 95.24% and 97.30%, respec-
tively. Among all library types, Web libraries show the smallest
reduction for Gemini-3.0-Flash-Preview, decreasing from 110 to 13,
corresponding to an 88.18% reduction.

For DeepSeek-R1 and GPT-4o, Testing libraries achieve the largest
reduction, decreasing from 65 to 1 for DeepSeek-R1 and from 13
to 1 for GPT-4o, corresponding to reductions of 98.46% and 92.31%,
respectively. DeepSeek-R1 also largely reduces JSON and Logging
libraries, with reductions of 91.18% and 93.75%, while GPT-40 sub-
stantially reduces HTTP, Utility, and Database libraries, with re-
ductions of 85.71%, 81.48%, and 79.41%. In contrast, Web libraries
show the smallest reduction for both models, decreasing from 116
to 68 for DeepSeek-R1 and from 72 to 36 for GPT-4o.

Root Cause Changes. Compared with RQ1, the number of
cases annotated as copying explicit vulnerable versions is greatly
reduced. For DeepSeek-R1, GPT-40, and Gemini-3.0-Flash-Preview,
such cases decrease from 161, 71, and 157 to 3, 11, and 1, respectively.
Cases annotated as fixed library versions also decrease from 96, 38,
and 35 to 8, 10, and 4. Among the remaining vulnerable cases, most
are related to composite-dependency issues or wrong proactive
upgrades, where secure version selection requires dependency-
compatibility reasoning. Such cases are reduced to 93, 39, and 15 for
DeepSeek-R1, GPT-40, and Gemini-3.0-Flash-Preview, respectively.
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Findings: We identify the following findings: (1) The security-
aware skill keeps memorization and hallucination generally sta-
ble, from 0% to 0.53% for memorization and from 0% to 6.42% for
hallucination, indicating that the skill does not cause significant
quality degradation; (2) Vulnerable-version recommendations
are reduced for all models, decreasing by 30.56%, 17.04%, and
36.19% for DeepSeek-R1, GPT-40, and Gemini-3.0-Flash-Preview,
respectively. (3) The reduction mainly comes from fewer copied
vulnerable version cues and fixed library versions.

7 SECURITY-AWARE CODE MIGRATION
QUALITY (RQ4)
We regenerate the unsuccessful migration cases identified in RQ2
with a migration-oriented security-aware skill.
Usefulness Changes. We first check whether adding security-
aware skill affects the basic usability. The memorization rate re-

mains low across all models, achieving 0.81%,1.01%,0.52% for DeepSeek-

R1, GPT-40, and Gemini-3.0-Flash-Preview, respectively. For hal-
lucination, DeepSeek-R1 produces 62 non-existent GAVs among
1639 extracted GAVs after adding the skill, yielding a hallucination
rate of 3.78%. GPT-40 produces 91/2232 (4.08%), and Gemini-3.0-
Flash-Preview produces 35/1078 (3.25%). Compared with RQ2, the
hallucination rate decreases slightly for all models, by 1.27, 2.10,
and 2.27 percentage points, indicating that the skill does not harm
the basic usability.

Migration Capability Changes. Figure 18 reports the changes
in UMR after adding security-aware skill. Compared with RQ2,
all three models show lower unsuccessful migration rates. For
DeepSeek-R1, the number of unsuccessful migration cases decreases
from 1611 to 1517, reducing UMR from 96.4% to 90.7%. GPT-40
shows the largest absolute reduction, decreasing from 1582 to
1396 unsuccessful cases, with UMR decreasing from 94.6% to 83.5%.
Gemini-3.0-Flash-Preview decreases from 1353 to 1188 unsuccessful
cases, reducing UMR from 80.9% to 71.1%. Thus, the skill reduces
UMR by 5.6, 11.1, and 9.9 percentage points for DeepSeek-R1, GPT-
40, and Gemini-3.0-Flash-Preview, respectively.

We further examine the three component indicators of UMR to
identify where the reduction comes from. For VDA, DeepSeek-
R1 increases from 104/1672 (6.2%) to 230/1672 (13.8%), GPT-40
from 164/1672 (9.8%) to 419/1672 (25.1%), and Gemini-3.0-Flash-
Preview from 521/1672 (31.2%) to 691/1672 (41.3%). These corre-
spond to improvements of 7.5, 15.3, and 10.2 percentage points,
respectively. For DLVDA, DeepSeek-R1 increases from 109/1672
(6.5%) to 217/1672 (13.0%), GPT-4o from 160/1672 (9.6%) to 388/1672
(23.2%), and Gemini-3.0-Flash-Preview from 480/1672 (28.7%) to
637/1672 (38.1%). The corresponding improvements are 6.5, 13.6,
and 9.4 percentage points. All three models improve in VDA and
DLVDA after adding the skill, indicating that the skill helps models
provide more complete and consistent dependency declarations.
For VAA, the improvement is smaller. DeepSeek-R1 increases from
804/1672 (48.1%) to 936/1672 (56.0%), GPT-4o from 875/1672 (52.3%)
to 1035/1672 (61.9%), and Gemini-3.0-Flash-Preview from 984/1672
(58.9%) to 1085/1672 (64.9%). The corresponding improvements are
7.9, 9.6, and 6.0 percentage points.

We also analyze the UMR reduction across library types. Fig-
ure 19 shows the largest reductions in Web libraries: DeepSeek-R1
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Figure 18: Comparison of Unsuccessful Migration Rate
(UMR) before and after security-aware skill.
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Figure 19: Unsuccessful Migration Rate (UMR) changes by
library type after security-aware skill.

Testing Utility Database  Logging

decreases from 547/564 (97.0%) to 496/564 (87.9%), GPT-40 from
509/564 (90.2%) to 394/564 (69.9%), and Gemini-3.0-Flash-Preview
from 351/564 (62.2%) to 267/564 (47.3%), i.e., by 9.0, 20.4, and 14.9
percentage points. Testing libraries also show clear reductions for
GPT-40 and Gemini-3.0-Flash-Preview, by 10.7 and 20.2 percentage
points, while DeepSeek-R1 changes little (0.8 points). In contrast,
HTTP and JSON libraries remain difficult, with only limited reduc-
tions (1.2-3.2% for HTTP and 3.0-4.5% for JSON); post-skill UMR, ;
still remains at 98.0%, 96.8%, and 94.1% for HTTP and 92.8%, 94.6%,
and 89.2% for JSON.

Findings: We identify the following findings: (1) The security-
aware skill reduces unsuccessful migration for all models. Com-
pared with RQ2, UMR decreases by 5.6%, 11.1%, and 9.9% for
DeepSeek-R1, GPT-40, and Gemini-3.0-Flash-Preview, respec-
tively. (2) The main improvement comes from dependency-level
migration. Safe-version declaration adaptation increase by +126,
+255, and +170 cases, and dependent-library version declara-
tion adaptation increase by +108, +228, and +157 cases. (3) The
skill is most effective for Web libraries code migration, with
decreases of 9.0%, 20.4%, and 14.9% across the three models.
However, HTTP and JSON libraries remain hard to migrate,
with post-skill UMR,, ; still above 98.0%, 96.8%, and 94.1% for
HTTP and 92.8%, 94.6%, and 89.2% for JSON.

8 DISCUSSION
8.1 Threats to Validity

First, our study relies on posts collected from Stack Overflow, which
may not fully cover the diversity of real-world development scenar-
ios. Developers in industry may encounter contexts, constraints, or
proprietary environments that are underrepresented in such public
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forums. However, Stack Overflow remains one of the largest and
most widely used platforms for developer knowledge sharing, and
prior studies have demonstrated its representativeness for com-
mon programming tasks. Second, we focus on a set of 21 popular
Java libraries, which may limit the generalizability of our findings.
However, these libraries are widely adopted and cover diverse func-
tionalities. Our results may not extend to other libraries. Third, we
use the number of correctly adapted APIs to measure migration
capability. While this metric captures whether the generated code
aligns with the target library version at the API level, it may not
fully reflect other important aspects such as semantic correctness,
runtime behavior, or security robustness.

8.2 Implications

For developers: Our study indicates that useful answer does not
guarantee secure or migration-correct library recommendations.
The three models still recommend vulnerable versions in 44.50%,
25.08%, and 38.87% of cases, and fail safe-version migration in 96.4%,
94.6%, and 80.9% of code-recommendation cases. Developers should
avoid blindly trusting LLM responses, especially when they involve
library selection or version migration. Instead, they should carefully
verify the recommended versions and validate the generated code
against official documentation and security advisories.

For researchers: Current LLMs still show weak security-aware
reasoning. Although security-aware skill reduces vulnerable ver-
sion by 30.56, 17.04, and 36.19 percentage points, post-skill unsuc-
cessful migration rates remain high at 90.7%, 83.5%, and 71.1%. It
highlights the need for more advanced techniques to improve LLMs’
security-aware capabilities, particularly in handling library version-
ing and vulnerability mitigation. This includes better training data
curation, reasoning mechanisms, and evaluation benchmarks.

For LLM developers: We find that the main limitations are weak
built-in security awareness and insufficient support for dependency-
consistent migration. In particular, dependency-level adaptation re-
mains limited, with VDA at only 6.2%, 9.8%, and 31.2%, and DLVDA
at 6.5%, 9.6%, and 28.7%. LLMs should be equipped with stronger
internal mechanisms to ensure the safety of their outputs, such as
incorporating vulnerability knowledge bases, enforcing secure ver-
sion constraints, and applying post-generation validation. Strength-
ening these mechanisms is critical to reducing the risk of recom-
mending vulnerable or outdated dependencies.

9 CONCLUSIONS

We conducted an empirical study on the reliability of LLM-based
library recommendation, focusing on both version selection and
associated code usage. Overall, our study reveals that LLM-based
library recommendation systems are not yet sufficiently reliable
for security-critical software development tasks. While lightweight
prompting can provide partial improvements, it does not funda-
mentally resolve the underlying issues of hallucination and weak
security awareness. A robust mechanisms to integrate security
knowledge into LLM reasoning is needed for future research.
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